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Abstract. Random sampling of the feasible region defined by knowledgebased and data-driven constraints is being increasingly employed for the
analysis of metabolic networks. The aim is to identify a set of reactions
that are used at a significantly different extent between two conditions
of biological interest, such as physiological and pathological conditions.
A reference constraint-based model incorporating knowledge-based constraints on reaction stoichiometry and a reasonable mass balance constraint is thus deferentially constrained for the two conditions according
to different types of -omics data, such as transcriptomics and/or proteomics. The hypothesis that two samples randomly obtained from the
two models come from the same distribution is then rejected/confirmed
according to standard statistical tests. However, the impact of undersampling on false discoveries has not been investigated so far. To this
aim, we evaluated the presence of false discoveries by comparing samples
obtained from the very same feasible region, for which the null hypothesis must be confirmed. We compared different sampling algorithms and
sampling parameters. Our results indicate that established sampling convergence tests are not sufficient to prevent high false discovery rates. We
propose some best practices to reduce the false discovery rate. We advocate the usage of the CHRR algorithm, a large value of the thinning
parameter, and a threshold on the fold-change between the averages of
the sampled flux values.
Keywords: Metabolic network · Flux Sampling · Constrained-based
modelling.
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Introduction

Metabolic networks represent powerful instruments to study metabolism and cell
physiology under different conditions. Such models are generally studied with
Constrained-Based Reconstruction and Analysis (COBRA) methods. The starting point of COBRA modelling is the information embedded in the metabolic
network, which can be represented with a stoichiometric matrix m × r, where
m is the number of metabolites and r is the number of reactions. The entries in
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each column are the stoichiometric coefficients of the metabolites participating
in a reaction. The flux through all of the reactions in a network is represented
by the vector v. The set of vectors for which Sv = 0, i.e. the null space of the
stoichiometric matrix, mathematically represents the mass balance for each intracellular metabolite, and expresses all flux distributions that can be achieved
by a given metabolic network. Additional constraints, such as thermodynamics
or capacity constraints, can also be incorporated. All these constraints lead to a
space of feasible flux distributions, each flux distribution representing a feasible
state.
Assuming that cell behavior is optimal with respect to an objective, optimization methods, such as Flux Balance Analysis (FBA)[13] can be used to calculate
an optimal flux distribution that allows to achieve a specific objective. However,
defining one or multiple objective functions intrinsically introduces an observer
bias to the main “goal” of the cell, in the context of the analysis.
Nowadays, Flux Sampling (FS) is increasingly being used[1, 10, 11, 16, 18] to explore the feasible flux solutions in metabolic networks without the need of setting
an objective function. In a nutshell, FS generates a sequence of feasible solutions,
called chain, that satisfy the network constraints, with the aim of covering the
entire solution space. With this procedure, one can obtain information on the
range of feasible flux solutions, as well as on the statistical properties of the
network, using e.g. the marginal flux distributions. When -omics data such as
proteomics or transcriptomics data, coming e.g. from different biological samples, are integrated in a metabolic network, one can use FS to generate a dataset
of feasible fluxes for each different network[5, 15]. Then, one can use statistical
analysis to perform cluster analysis or to obtain a list of marker fluxes for each
network. Another common operation consists in using a statistical test, such as
Mann-Whitney (MW) or Kolmogorov-Smirnov tests, to test if a marginal flux
distribution of a dataset significantly differs from that of another dataset. Thus,
if the associated p-value results below a specific threshold, the null hypothesis
(i.e. the first distribution is not significantly different from the second distribution) is rejected[3, 5].
There are several Monte Carlo sampling methods that are currently available
in the literature for studying metabolic networks, including the Hit-and-Run
algorithm (HR)[2], the Artificial Centering Hit-and-Run (ACHR)[8], an OPTimized General Parallel sampler (OPTGP)[12], and Coordinate Hit-and-Run
with Rounding (CHRR)[9]. All these algorithms can suffer from convergence
problems, i.e. the number of samples is insufficient or the sampling does not
explore the entire solution space (e.g, in case of irregular shape of the solution
space). In this case, if this effect is not properly taken into account, one can make
false discoveries. For example, one could reject the null hypothesis of a statistical test not because the marginal flux distribution of two different networks are
different, but because the metabolic networks are under-sampled.
Fig. 1 illustrates the key concepts of this problem. If we consider two different
samples of the same network in which we do not explore the solution space entirely, we could conclude that the flux marginal distribution of v1 for the first
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Fig. 1. a) Example of a toy network and two different samples that do not explore the
feasible region entirely. b)Corresponding marginal flux distributions for v1 .

sample is different from that of the second one, even if the metabolic network is
the same.
Some works have evaluated the performance of sampling algorithms in terms of
computational time and convergence[7, 12]. However, to the best of our knowledge, the impact of under-sampling on the results of statistical analyses has not
been investigated yet. To this aim, we propose to study the possible effects of
improper flux sampling, by comparing different samples obtained from the very
same constraint-based metabolic model. More in detail, we want to investigate
if different executions of the same sampling technique produce similar statistical
properties, or, on the contrary, if such properties vary, thus causing a possibly
high rate of false discoveries. We report in this work the results of this approach
obtained with a small metabolic network, using different sample size and sampling strategies.

2
2.1

Material and Methods
Metabolic network model

In this study, we used the small metabolic network model ENGRO1[4]. The network includes the catabolic pathways of glucose and glutamine and the anabolic
reactions necessary for the main building blocks of biomass, i.e. amino acids and
fatty acids. It consists of 84 reactions (62 irreversible and 22 reversible reactions)
and 67 metabolites, all belonging to a single, lumped intracellular compartment
that includes cytosolic, mitochondrial and membrane reactions. The obtained
model is structurally free from thermodynamically infeasible loops and has no
blocked reactions. The medium is made by six elements and includes: oxygen,
glucose, glutamine, arginine, metionine, and tetrahydrofolate. We set the flux
boundaries for these nutrients as in [4], for the internal reactions to [0, 1000] for
irreversible reaction, and to [−1000, 1000] for reversible reactions, respectively.

4

2.2

Galuzzi et al.

Sampling algorithms

HR The first approach proposed to sample the feasible region of metabolic
network is based on the HR, which is a Markov Chain Monte Carlo method. The
standard HR algorithm collects samples from a given N -dimensional convex set
P ⊂ RN by choosing an arbitrary starting point v 0 ∈ P . Setting i = 0, where
i is the iteration number, the algorithm repeats iteratively the following three
steps:
1. choosing an arbitrary direction θ i uniformly distributed on the boundary of
then unit sphere in RN .
2. finding the minimum λmin and maximum λmax values such that v i +λmin θ i ∈
P and v i + λmax θ i ∈ P .
3. generating a new sample v i+1 = v i + λi θ i such that v i+1 ∈ P and λi ∈
[λmin , λmax ].
Even if convergence to the target distribution is guaranteed for this algorithm,
usually the simple HR algorithm is not widely used because of the slow-mixing
effect, that is HR creates very small steps and consequently new samples close
to the previous ones in case of narrow regions, i.e. polytopes which results very
narrow in some directions.

ACHR The ACHR algorithm was the first algorithm proposed to cope the slowmixing effect. The main idea of ACHR consists of using optimal direction choices
in HR to allow for larger steps when the current point of the chain is situated
in a narrow region. In a nutshell, after i ≥ N iterations of the standard HR
algorithm, ACHR approximates
Pi−1 the center of the feasible region by computing
the average v j−1 = i−1 j=0 v j of all the samples v 0 , · · · , v i−1 generated so
far for each coordinate. Then, ACHR chooses a sample v i from all the previous
samples, and finds a new direction θa as the normalized difference between the
selected sample and the current approximated center v j−1 , as follows:
θa =

v i − v j−1
.
||v i − v j−1 ||

(1)

Thus, it generates a new sample as v i+1 = v i + λi θi , where λi is chosen as in
the standard HR. Finally, to reduce the possible auto-correlation of the chain,
it is possible to select a sample at each k iterates, where k is called the thinning
parameter.
Even if ACHR is able to obtain chains characterized by larger steps along the
elongated direction, the direction θi is dependent on all previous iterations and
directions, then ACHR is not a Markovian algorithm. Therefore it is not guaranteed that the sequence of samples converges toward the target distribution.
Moreover, for large metabolic networks, the computational time of ACHR becomes much higher compared to the HR algorithm.
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OPTGP The OPTGP algorithm was introduced to create a faster and parallel
version of the ACHR algorithm. To do this, first the flux through each reaction
is maximized and minimized to generate the 2N points. From these points,
this algorithm generates multiple p chains in parallel, where p is the number of
processes to be used in parallel. The sampling strategy of each chain is similar to
that of ACHR, and we can select a sample at each k iterates also in this case. The
use of the parallel computing allows to generate shorter chains of length T k/p,
where T is the number of desired samples and k is the thinning parameter.
CHRR The CHRR is the most recent sampling strategy and consists of two
steps: rounding and sampling. In the rounding phase, a maximum volume inscribed ellipsoid is built to match closely the polytope P . Then, the polytope is
rounded through transforming the inscribed ellipsoid to a unit ball. In the sampling phase, a variant of HR algorithm known as Coordinate Hit-and-Run (CHR)
is used to sample from the rounded polytope. In the CHR algorithm the direction θa is selected randomly among the coordinate directions. After running the
CHR algorithm, the sampled points are transformed back to the original space
through an inverse transformation. Since the CHRR uses the CHR algorithm for
sampling, its convergence to the target distribution is guaranteed in contrast to
ACHR and OPTGP based algorithms. Also in this case, it is possible to select
a sample at each k iterates.
2.3

Convergence diagnostics

For this study, we made use of two diagnostic tests, namely the Gekewe and the
Raftery-Lewis diagnostics. The first one is used to see if the chain generated by
a sampling algorithm does not convergence in distribution. The second one is
used to measure the possible auto-correlation between the samples of the chain.
Geweke diagnostic This diagnostic proposed a single-chain convergence diagnostic which compares the average value of the first and last segments of a
chain. If we denote B1 the first 10% of the samples, and B2 the last 50%, then
the Geweke diagnostic computes the following quantity:
µ1 − µ2
,
Z=p 2
σ 1 + σ 22

(2)

where µ1 and µ2 are the average of the two sub-chains, and σ 1 and σ 2 are the
associated standard deviations. The idea of this test is that when the sample size
increases, then µ1 ≈ µ2 , and thus Z will follow a standard normal distribution,
with |Z| ≈ 0. It is common to assume convergence if |Z| ≤ 1, 28.
Raftery-Lewis diagnostic This diagnostic provided a dependence factor I
such that:
Mwarm + Nmax
I=
,
(3)
Nmin
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where Mwarm represents the number of iterations in the warm up phase, Nmax
is the required number of further iterations to estimate the quantile q to within
a precision of ±e with probability p, and Nmin is the minimum number of iterations that should be run as a pilot chain assuming independent samples.
This measure represents a measure of dependency between consecutive samples
(auto-correlation). It is common to assume auto-correlation if I > 5.
2.4

Statistical analysis

We made use of several statistics to compare two executions of a sampling algorithm. More in detail, we used the Pearson Correlation and the Kullback-Leibler
divergence to measure the similarity between two samples, and the MW test to
compare the marginal flux distributions coming from two different samples.
Pearson Correlation The Pearson Correlation between two samples i and j
is given as:
PN
(v l,i − ṽ i ) (v l,j − ṽ i )
,
(4)
ri,j = qPl=1
N
2
2
l=1 (v l,i − ṽ i ) (v l,j − ṽ j )
where v l,i is the sample average for the l−flux for the sample i, and ṽ i is the
across-flux average.
Kullback-Leibler divergence The Kullback-Leibler divergence (KLD) represents a measure of dissimilarity between two distributions. Given two samples i
and j, if we consider the two marginal distribution pi (vk ) and pj (vk ) of a specific
flux k, then the KL divergence is defined as

Z ∞ 
pi (vk )
KLD (pj |pi ) =
ln
pi (vk )dvk .
(5)
pj (vk )
−∞
The KLD is zero only if pi and pj are identical functions. We can classify the
difference between the two distributions as low if KLD < 0.05, moderate if
0, 05 ≤ KLD ≤ 0, 5 and high if KLD > 0, 5, as in [7].
Statistical tests We used the MW test to compare the possible statistical differences between the marginal distributions of two samples. The null hypothesis
is that the two distributions come from the same distribution. We rejected the
hypothesis if the associated p-value results less than 0, 01. We adjusted such a
value applying the Benjamini-Hochberg Procedure.
However, even if the two distributions result different (i.e. adjusted p < 0, 01),
the effective difference between their averages could be so small to not represent a significant change. To take into account this fact, we considered also the
fold-change between the two distributions i and j, defined as:
F Di,j (l) =

v l,i − v l,j
.
v l,j

(6)
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where v l,i is the sample average for the l−flux and sample i, and v k,j is the
sample average for the l−flux and sample j. This value can be used to filter out
all statistical tests for which the Fold Change value results less than a certain
threshold.

3

Experimental setting

We applied flux sampling of the ENGRO1 metabolic network. For the sampling,
we varied:
– the sampling algorithm (ACHR, OPTGP, CHRR)
– the thinning parameter k (1, 10, 100)
– the sample size n between 1.000 and 30.000 with step 1.000.
For each of these configurations, we performed 20 different executions to simulate
a possible statistical analysis among different samples. Thus, we computed the
following quantities:
– the Pearson Correlation between any of the possible couples (190 in total)
which can be extracted from the 20 samples, as in Eq. 4.
– for each reaction, the MW test between all possible couples (190 in total),
obtained from the 20 samples. The total number of tests results 190 × 84 for
each possible configuration. We introduced the False Discovery Rate (FDR)
as the fraction of MW tests which reject the null hypothesis. Such quantity
should be virtually 0 since we consider the same metabolic network.
– for each sample, the rejection-rate for the Geweke and Raftery-Lewis diagnostics obtained for the 84 marginal chains. This quantity is computed as
the fraction of non passed diagnostic tests.
For ACHR and OPTGP, we used the implementation provided by the COBRApy
library[6]. For CHRR, we used the implementation available in the COBRA toolbox[17]. The diagnostic tests were computed using the corresponding functions
for the CODA package[14]. The statistical tests were computed using the corresponding functions of the Scipy library[19]. All the computations were run on
an Intel(R) Xeon @3.5GHz (32GB RAM).

4
4.1

Results
CHRR mitigates the risk of false-discoveries

To assess the coherence between the different executions of each sampling algorithm, we first computed the average over the 190 Pearson Correlation coefficients obtained across all reactions. Table 1 reports the average values obtained
for the different n and k under study. It can be noticed that the Pearson Correlation results over 0, 99 already when the n = 1000, exception made for the
cases ACHR, with k = 1 and k = 10, and CHRR with k = 1.
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Algorithm Thinning n = 1.000 n = 5.000 n = 10.000 n = 30.000
ACHR
1
0,928
0,966
0,976
0,987
ACHR
10
0,979
0,993
0,996
0,998
ACHR
100
0,997
0,999
1
0,999
OPTGP
1
0,998
0,998
0,997
0,998
OPTGP
10
0,996
0,998
0,999
1
OPTGP
100
0,998
1
1
1
CHRR
1
0,968
0,990
0,995
0,999
CHRR
10
0,996
0,999
0,999
1
CHRR
100
1
1
1
1
Table 1. Average over the Pearson Correlation coefficients across all reactions, obtained
for different values of n and k.

Fig. 2. On the left, bar-plots representing the FDR using ACHR (a), OPTGP (b), and
CHRR (c), as a function of n and using different colors for the different k values. On
the right, the same bar-plots representing the FDR using ACHR (d), OPTGP (e), and
CHRR (f), with the application of the fold-change filter.

Despite the strong correlation between the different samples obtained before,
different samples could create different marginal flux distributions with the risk
of a non-negligible FDR. In Fig. 2, we reported the bar-plots representing the

Best practices in flux sampling of constrained-based models

9

FDR using ACHR (a), OPTGP (b) and CHRR (c), as a function of the sample
size n and using different colors for value of k.
Surprisingly, high values of FDR could be observed and there is no significant
trend as a function of the sample size n, but rather as a function of the thinning
value k. In particular, there is always a non-negligible value of FDR for all the
algorithms and, with k = 1, the FDR even reaches a value between 0, 8 and
0, 9. However, when k increases, the FDR decreases considerably and important
differences between the sampling strategies become more evident. The CHRR
(k = 100) shows the best performances having the lowest FDR value, followed
by OPTGP (k = 100) and ACHR (k = 100). From these results, we can assume
that an improper sampling can cause the presence of false statistical discoveries,
i.e. we can obtain statistically significant differences from samples of the same
metabolic network.
In Fig. 3, we analyzed more in detail some reactions for which the null hypothesis was rejected. More in detail, each subplot shows the comparison between the
marginal flux distributions for a reaction obtained by two different executions,
fixing the sample size n = 30.000. We can note that the marginal flux distributions appear very different is some cases (e.g. ACHR, k = 1), but very similar
in other cases (e.g. CHRR, k = 10 and k = 100).

Fig. 3. Marginal flux distributions of a specific reaction of the ENGRO1 model, obtained from two different executions of the same sampling procedure.
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4.2

Filtering on fold-change reduces the risk of false discoveries

To reduce the FDR, we introduced a filter on the statistical tests based on the
fold-change. Hence, we rejected the null hypothesis only if the adjusted p-value is
less than 0, 01 and the fold-change of the averages is upper than 0, 2. In Fig. 2d-f,
we reported the bar-plots representing the FDR but with fold-change applied.
An important reduction of FDR can be appreciated. In particular, the FDR for
CHRR, with k = 100, becomes virtually 0. Moreover, a significant decreasing
trend can be observed for ACHR and CHRR for thinning 1 as a function of
n. From these results, we concluded that the FDR can be reduced by applying
the fold-change filter and using a thinning value of 100. Moreover, CHRR is
confirmed better than ACHR and OPTGP in exploring the feasible region.

4.3

Standard diagnostic analysis does not prevent false-discoveries

To investigate the possible causes of these false discoveries, we investigated the
level of the convergence and auto-correlation of the various samples. In Fig. 4,
we reported the bar-plots representing the rejection-rate for the Geweke and
Rafery-Lewis diagnostic3 , using ACHR, OPTGP, and CHRR, as a function of
n and k. Surprisingly, both the level of convergence and the auto-correlation
seem to be strongly affected by k but not by n. Concerning the Raftery-Lewis
diagnostic, all the algorithms assure a negligible rejection-rate when k = 100 is
used. The Geweke rejection-rate decrease as a function of k, and CHRR results
to be the algorithm which assures the lower level of Geweke rejection-rate, followed by ACHR and OPTGP. However, even if we use CHRR with k = 100 and
n = 30.000, the Geweke rejection-rate remains upper than 0, 15. Moreover, the
rejection-rates are very different as a function of the algorithm and the configuration parameter n and k. For example, for the OPTGP algorithm with k = 1,
the Geweke rejection-rate for n = 15.000 results even higher than n = 1.000.
We investigated if the FDR results related to the Geweke rejection-rate of
marginal chains generated by a sampling strategy. Thus, for any configuration of
the sampling strategy (i.e. type of algorithm and thinning value), we computed
the correlations between the FDR across all the reactions and samples sizes, and
the average value of Geweke rejection-rate of the corresponding marginal chains.
We reported the values of the correlations in Table 2. We did not consider CHRR
thinning 100 because of the very low FDR value. A moderate level of correlation between FDR and the Geweke rejection-rate is observed, especially for the
ACHR algorithm. In this case, a way to mitigate these false discoveries could
be to not consider all tests for which one of marginal flux distribution does not
reach the convergence. However, such a correlation appear quite low and so, this
strategy could be not sufficient to remove the FDR completely.
3

Note that it was not possible to compute the Raftery-Lewis tests when the n results
less than 3.746
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Fig. 4. On the left, bar-plots representing the rejection-rate for the Geweke diagnostics
using ACHR (a), OPTGP (b), and CHRR (c), as a function of the n and using different
colors for different k values. On the right, bar-plots representing the rejection-rate for
Raftery-Lewis diagnostics using ACHR (d), OPTGP (e), and CHRR (f).
Algorithm Thinning FDR vs Geweke
ACHR
1
0,39
ACHR
10
0,42
ACHR
100
0,32
OPTGP
1
0,09
OPTGP
10
0,25
OPTGP
100
0,31
CHRR
1
0,14
CHRR
10
0,05
Table 2. Pearson Correlation between FDR and Geweke rejection-rate, using different
algorithms and thinning values.

4.4

Sample size increases similarity but does not decrease FDR

The results reported so far suggest that a large value of the thinning parameter
k is much more important than a large sample size n to mitigate the incidence
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of false discoveries. Remarkably, it seems that increasing the sample size does
not reduce the FDR at all. To further investigate this interesting result, we
analyzed how k and n affect the similarity between the different executions of
the algorithms. To this aim we performed dimensionality reduction analysis and
analyzed the cumulative distribution of the Kullback-Leibler divergence (KLDCDF), focusing on the CHRR algorithm.

Fig. 5. PCA representation of the dataset formed by the first 10 executions of CHRR
using: k = 1 and n = 1.000 (a), k = 1 and n = 30.000 (b), k = 100 and n = 1.000 (c).

Fig. 5 reports the Principal Component Analysis (PCA) representation of the
dataset formed by the first 10 executions, for different value of k and/or n. We
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can note that for a small value of k and n (Fig. 5a), the points sampled within
the same execution tend to cluster together, regardless of the sample size. When
increasing either the thinning value or the sample size (Fig. 5b and c) this cluster
effect vanishes, indicating that different executions similarly explore the solution
space.
Similar conclusions can be derived from the KLD-CDF analysis. Fig. 6 reports
the KLD-CDF for different values of k and/or n. It can be observed that, the
KLD values tend to be lower for lower values of n or k. However, the effect is
more accentuated for the thinning value k.

Fig. 6. KLD-CDF for CHRR using k = 1 (a), k = 10 (b) and k = 100 (c). In each
subplot, different colors identify different sample sizes.
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All in all these results indicate that although increasing the sample size does
increase the similarity of the samples obtained with different executions of the
same sampling algorithm, this fact is not sufficient to reduce the incidence of
false discoveries.

5

Conclusions

Flux sampling represents a powerful tool to integrate omics data into metabolic
networks with the aim of characterizing the behaviour of different biological conditions. However, the statistical results coming from a flux sampling must be handled with care. Indeed, we have showed that, without the necessary cautions, one
might observe statistically significant differences even if when analyzing samples
coming from the very same feasible region. The experimental results obtained
varying the sampling algorithm, the sample size, and the thinning parameter, led
us to the following conclusions: CHRR represents the most promising sampling
algorithm because of its better ability to explore the solution space; increase the
thinning value is very important to reduce the auto-correlation of the chains and
the false discovery rate; the use of a filter based on the fold-change could help to
reduce the false discovery rate. Moreover, we also showed that performing standard diagnostic analyses does not exclude the risk of high FDR values. Hence,
we recommend to execute different executions of the same sampling in order to
identify the thinning value that keeps the FDR below an acceptable level.
As a further work, we will repeat our investigation on genome-wide metabolic
networks, including tens of thousands of reactions. The problem of false discoveries could indeed amplify when one considers more complex feasible regions. We
will also investigate corner-based sampling strategies, based on random objective
functions, which we expect to mitigate the problem.
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